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Abstract Head pose estimation under non-rigid face

movement is particularly useful in applications relating

to eye-gaze tracking in less constrained scenarios, where

the user is allowed to move naturally during tracking.

Existing vision-based head pose estimation methods of-

ten require accurate initialisation and tracking of spe-

cific facial landmarks, while methods that handle non-

rigid face deformations typically necessitate a prelimi-

nary training phase prior to head pose estimation. In

this paper, we propose a method to estimate the head

pose in real-time from the trajectories of a set of feature

points spread randomly over the face region, without

requiring a training phase or model-fitting of specific

facial features. Conversely, our method exploits the 3-

dimensional shape of the surface of interest, recovered

via shape and motion factorisation, in combination with
Kalman and particle filtering to determine the contri-

bution of each feature point to the estimation of head

pose based on a variance measure. Quantitative and

qualitative results reveal the capability of our method

in handling non-rigid face movement without deterio-

ration of the head pose estimation accuracy.

Keywords Head pose estimation · Model-free ·
Non-rigid · Shape and motion factorisation · Kalman

filtering · Particle filtering

1 Introduction

Head pose estimation plays an important role in the

process of estimating the eye-gaze [16], providing an ini-

tial coarse indication of the gaze direction which may
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then be refined according to the eyeball rotation to de-

fine the gaze at a finer level. Information relating to the

head pose is relevant to a host of applications, such as in

human-computer interaction (HCI) where, in conjunc-

tion with eye tracking, the estimation of head rotation

permits the calculation of a point-of-regard on a moni-

tor screen at different eye and head configurations. This

is especially desirable in unconstrained eye-gaze track-

ing scenarios where the estimation of head pose permits

free head movement during tracking, hence eliminating

the need for a chin-rest which would otherwise be re-

quired to maintain the head stationary.

In the absence of facial expression changes during

tracking, the estimation of head pose may be regarded

as a rigid body pose estimation problem to which rigid

face models typically proposed in the literature may

be applied [28]. Nonetheless, in practice, non-rigid face

deformations due to changes in facial expression are

a common occurrence during tracking. This calls for

methods that are capable of handling non-rigid face

movement in the process of estimating the head ro-

tation angles, without deterioration of the head pose

estimation accuracy.

The work presented in this paper builds on our pre-

vious work for model-free head pose estimation [12],

by proposing to extend our previous method to handle

non-rigid face movements in real-time. The proposed

method combines shape and motion factorisation with

Kalman and particle filtering to handle non-rigid face

movements and estimate the head yaw and pitch angles

at every image frame. As will be further described in

the next sections, existing methods for head pose es-

timation typically necessitate the availability of train-

ing data or accurate initialisation and tracking of spe-

cific facial landmarks. Furthermore, factorisation-based

methods that recover the shape and motion informa-
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tion of non-rigidly deforming surfaces usually adopt a

model-based approach that approximates the non-rigid

surface by a linear combination of a set of rigid basis

shapes. In light of the challenges associated with ex-

isting methods, we propose to estimate the head pose

under non-rigid face movement in real-time without re-

quiring prior training, model-fitting of specific facial

landmarks or the computation of basis shapes.

This paper is organised as follows. A review of re-

lated work in the literature is presented in Section 2.

Section 3 describes the details of the proposed method

for head pose estimation. Section 4 presents and dis-

cusses the experimental results. A comparison with rel-

evant state-of-the-art methods for head pose estimation

is presented in Section 5, while Section 6 draws the final

remarks and concludes the paper.

2 Related Work

The following sections present a literature review of re-

lated head pose estimation methods and factorisation-

based methods for 3-dimensional shape and motion re-

covery, followed by an outline of our contribution in

Section 2.3.

2.1 Head Pose Estimation

The problem of head pose estimation has been receiv-

ing increasing interest over the years, leading to the

development of various methods that seek to estimate

the head pose reliably [24]. Existing methods may be

broadly classified into two major categories based on

their approach in exploiting either the holistic appear-

ance [6, 18, 21, 27] or distinct features [10, 19, 20, 28, 42]

of the face for head pose estimation.

Appearance-based methods generally exploit the face

image information entirely to estimate the head ori-

entation. Typical variants of appearance-based meth-

ods search for the best matching head pose from a

collection of pose-annotated templates [6], register a

flexible model of the facial shape to target colour [27]

or texture maps [21], or seek low-dimensional mani-

folds which model the variations in head pose robustly

[18]. The achievable estimation accuracy of appearance-

based methods that rely on a training stage is often

contingent upon the size of the training set and the

conditions under which the training data was captured

[6, 18,21].

Feature-based methods that rely on a sparse set

of feature points for head pose estimation are partic-

ularly relevant to our work, since the proposed method

together with our previous work on model-free head

pose estimation in [12] fall under this category. Most

feature-based methods in the literature sample a set of

feature points at specific feature positions within the

face region. The chosen features often serve as land-

marks for flexible [10, 19, 20, 22, 34, 42] or geometrical

face models that infer the head orientation from the

relative configuration of the facial features [28]. Meth-

ods that cater for the occurrence of non-rigid face de-

formations due to changes in facial expression often re-

quire a preliminary training stage in order to capture

the deformation modes of a shape model [42], to learn

meaningful face expressions by the creation of several

non-rigid motion models [22], or to select salient key-

points that are stable under non-rigid face deformations

and learn corresponding keypoint descriptors at differ-

ent head pose angles [38]. Nonetheless, the estimation

accuracy of methods that rely on model-fitting gener-

ally depends upon accurate initialisation and tracking

of specific facial features. Face feature detection is, how-

ever, an open problem in itself [42], prompting several

model-based methods to resort to manual initialisation

of the facial features [10,20], while the accuracy of fea-

ture tracking is typically susceptible to distortion and

self-occlusions which may hamper the range of achiev-

able head rotations [28].

2.2 3-Dimensional Shape and Motion Recovery

The recovery of the 3-dimensional shape and motion of

a surface of interest is another area of active research in

the field of computer vision. One of the most influential

methods in this regard has been proposed by Tomasi

and Kanade [32], which method aims to recover the
3-dimensional shape and motion information via fac-

torisation theory. The method proposed by Tomasi and

Kanade [32] initially requires the collection of trajecto-

ries of salient feature points, tracked across a sequence

of image frames, inside a measurement matrix. Under

the assumption of surface rigidity and in the presence

of noise, Singular Value Decomposition (SVD) was em-

ployed to decompose the aggregated measurement ma-

trix into separate shape and motion matrices, constrain-

ing the rank of the measurement matrix to three. The

method of [32] was later extended to consider multiple

independently moving objects [11], different projection

models [26] and sequential rather than batch processing

of the collected measurement data [23]. These early ap-

proaches for shape and motion recovery operate under

the rigidity assumption and hence cannot be directly

applied to non-rigidly deforming objects.

Bregler et al. [8] first proposed to approximate the 3-

dimensional shape of a non-rigidly deforming surface of

interest by a linear combination of a set of basis shapes.
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Building upon the rigid factorisation algorithm in [32],

the proposed batch-processing method employed SVD

to decompose a measurement matrix of higher rank into

pose, basis shapes and their corresponding configura-

tion weights. The formulation of the shape model pro-

posed in [8] was adopted significantly by subsequent

batch-processing [7,33,40,41] and sequential [2,3,9,25]

approaches for non-rigid shape and motion recovery. A

shortcoming of this model, however, is its sensitivity to

the number of basis shapes that define the degrees-of-

freedom of the surface deformations, where a restrictive

model with too few basis shapes fails to model the mea-

surement data well, while too many basis shapes in the

model erroneously capture the noise in the data. The

uniqueness of the selected basis shapes is also an im-

portant factor. If the bases are not unique, an arbitrary

linear transformation of a set of basis shapes produces

a new set of eligible bases, leading to an ambiguous

and invalid solution [40]. To avoid this ambiguity, dif-

ferent approaches imposed constraints on the problem

of shape and motion recovery by introducing Gaussian

priors on the configuration weights [3, 33], coarse-to-

fine ordering constraints on the deformation bases [7]

and uniqueness constraints on the basis shapes [40]. To

satisfy the latter constraint, for instance, the methods

of [2, 3] proposed to compute a set of meaningful ba-

sis shapes from a physics-based model of the surface of

interest.

A further complication relating to the shape model

proposed in [8] arises if the non-rigid object under-

goes degenerate deformations of rank lower than three,

such as deformations associated with facial expressions

that are mainly dominant in the horizontal and verti-

cal directions, and relatively smaller in depth. Methods

which operate under the assumption of non-degeneracy

introduce additional degrees-of-freedom that, in the pres-

ence of degenerate deformations, are usually not de-

scriptive of the measurement data and would erroneously

capture the noise [2, 3, 7–9,33,40].

2.3 Our Contribution

In light of these challenges, we propose a method to es-

timate the head pose in real-time based on the trajecto-

ries of salient feature points spread randomly over the

face region, without requiring prior training, accurate

initialisation of specific facial features for model-fitting

or the computation of basis shapes. In the absence of

specific facial landmarks that fit the face models typi-

cally proposed in the literature [19,20,42], we propose to

apply shape and motion factorisation to the problem of

head pose estimation to recover a sparse 3-dimensional

representation of the surface of interest [23,32]. Factori-

sation theory is well-known in the domain of structure

from motion (SfM), for the purpose of recovering the 3-

dimensional shape from the trajectories of a sparse set

of feature points, nonetheless, to the best of our knowl-

edge, it has only been considered within the context

of head pose estimation in our previous work [12]. Ex-

isting factorisation-based methods that are capable of

handling non-rigidly deforming objects usually require

the computation of a set of rigid basis shapes to ap-

proximate the surface deformations. Furthermore, the

accuracy of the recovered shape and motion information

is often susceptible to the presence of noise and out-

liers in the feature trajectories due to drifting feature

trackers [37]. Hence, we propose to combine factorisa-

tion with Kalman and particle filtering in order to han-

dle non-rigid face movements without requiring prior

shape information. In comparison with other methods

which employ particle filtering to estimate the head ro-

tation [6, 10, 20], we base our estimation upon the 3-

dimensional shape of the face rather than the photo-

metric properties, hence reducing the susceptibility of

the method to intensity variations and repetitive skin

texture. Furthermore, we exploit the 3-dimensional in-

formation of the surface of interest without necessitat-

ing the use of depth sensors [13] or stereo-vision [15],

which may reduce the portability of the setup especially

in unconstrained scenarios.

3 Method

The following sections describe the stages of the pro-

posed method by first outlining the overarching idea of

the proposed algorithm in Section 3.1, followed by the

specific details in Section 3.2 and subsequently present-

ing the implementation details in Section 3.3.

3.1 Outline of the Algorithm

Our method estimates the head pose in real-time by ex-

ploiting the sparse 3-dimensional shape of salient fea-

ture points randomly distributed over the surface of

interest, in combination with Kalman and particle fil-

tering to handle non-rigid face movements and estimate

the head yaw and pitch angles at every image frame. In

the absence of a specific face model, we employ shape

and motion factorisation theory to recover the sparse 3-

dimensional surface from feature trajectories collected

over a sequence of image frames [23,32]. In order to han-

dle non-rigid face movements, Kalman filtering is first

employed to obtain a notion of the difference between

the recovered 3-dimensional shape via factorisation and
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a rigid shape estimate produced by the Kalman filter

algorithm. This permits the computation of variance

values over a time window for each feature point, where

feature points residing on non-rigid surface regions are

expected to be characterised by higher variance. The

computed variance values are later used to determine

the contribution of each feature point to the estimation

of the head yaw and pitch angles by particle filtering.

Subsequently, the 3-dimensional rigid shape estimate

produced by the Kalman filter is rotated according to

a set of N particles, where each particle defines a hy-

pothesis of the head yaw and pitch angles. The rotated

shapes are re-projected to the image space such that the

image space distance between the x and y-coordinates

of the re-projected and the tracked feature positions is

calculated separately. This distance together with the

pre-computed variance values permit the particles to be

weighted accordingly such that the head yaw and pitch

angles are then defined by a weighted average of the

particle set. Figure 1 illustrates the main steps of the

proposed method carried out on every image frame.

3.2 Details of the Algorithm

Specifically, therefore, the proposed algorithm updates

the image positions of P salient feature points at time

step k, where each time step corresponds with the ac-

quisition of a new image frame. The feature coordinates,

(uk,p, vk,p) | p = 1, . . . , P , are stored in a covariance-

type matrix, Zk of size P×P , defined recursively ac-

cording to the sequential factorisation theory of Morita

and Kanade [23],

Zk = Zk−1 + uku
T
k + vkv

T
k (1)

If the object of interest is rigid, Morita and Kanade [23]

show that matrix Zk is at most of rank three and the

shape space is spanned by its three dominant eigenvec-

tors, Ek. This follows from the definition of the mea-

surement matrix, Wk, in the original factorisation the-

ory [32],

Wk =



uT1
...

uTk

vT1
...

vTk


(2)

collected over k image frames, and the definition of ma-

trix, Zk, in Equation 1 defined recursively over k time

steps. Matrix Zk may therefore be defined as,

Zk = WT
kWk (3)

from where it transpires that the rank of Zk is equiv-

alent to the rank of Wk that is at most three. It also

follows that if,

Wk = UkΛkV
T
k (4)

is the SVD of Wk as defined in [32], where Uk and

Vk are unitary matrices while Λk is a diagonal matrix,

then,

Zk = (UkΛkV
T
k )TUkΛkV

T
k = VkΛ

2
kV

T
k (5)

It emerges from Equation 5 that the eigenvectors of

Zk are equivalent to the right singular vectors Vk of

Wk, hence permitting the computation of the shape

information [23]. To this end, Morita and Kanade [23]

perform a QR factorisation of matrix Zk, resulting in a

sequence of matrices Ek of size P×3 over k time steps

that are expected to converge to the eigenvectors Vk of

Zk. The shape matrix, Sk, may be computed as follows,

Sk = A−1k Ēk (6)

where Ak defines an affine transformation that enforces

orthonormality constraints on the camera reference sys-

tem. Matrix Ēk, of size P×3, provides a stationary ba-

sis for the shape space and may be computed by a fur-

ther QR factorisation of projection matrix, Pk of size

P×P , defined by,

Pk = EkE
T
k (7)

Following computation of the 3-dimensional shape,

Kalman filtering is employed to obtain a notion of the

difference between the measured shape, Sk, and a static

shape estimate produced by the Kalman filter algo-

rithm. Given an initial state, ξ0 = Ŝ being a 3-dimensional

estimate of the rigid face, computed as described in Sec-

tion 3.3.3, the state at time k is evolved from the previ-

ous state at time (k − 1) according to the Kalman filter

model [39],

ξk = Fξk−1 + Bλ+ w (8)

Since ξk is an estimate of the rigid face at time step

k, the state transition matrix F is set to an identity
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Fig. 1 Main steps of the proposed method carried out on every image frame.

matrix of size P×P to model a rigid shape that does

not change over time, while the control matrix B is set

to a null matrix in absence of a control input λ. The

variance, Qk, of the process noise, w ∼ N (0,Qk), is set

to a low value that caters for the error in the estimation

of the initial 3-dimensional shape by factorisation.

Furthermore, the Kalman filter model [39] relates a

measurement zk = Sk, made at time step k, to state ξk
according to,

zk = Hξk + υ (9)

where we set the measurement matrix H to an identity

matrix of size P×P and characterise the measurement

noise, υ ∼ N (0,Rk), by a local variance, Rk, according

to the non-rigidity of the local surface regions. We ex-

pect the measured 3-dimensional shape, Sk, to deviate

from the state estimate, ξk, in the presence of non-rigid

face movements since the sequential factorisation algo-

rithm of [23] operates under a rigidity assumption.

Of particular interest is the computation of the mea-

surement residual, ỹk of size P×1, during the update

stage of the Kalman filter algorithm,

ỹk = zk −Hˆ̄ξk (10)

since it provides an indication of the discrepancy be-

tween the actual measurement, zk = Sk, and the mea-

surement prediction, Hˆ̄ξk, following the computation of

the predicted state estimate, ˆ̄ξk. The residual values of

tracked feature points residing on rigid surface regions

are expected to remain close to zero, indicating that

the actual and predicted measurement values are in

agreement. Feature points that undergo non-rigid face

movement, on the other hand, are expected to be char-

acterised by higher residual values indicative of larger

discrepancy between the actual and predicted measure-

ment values. We propose to capture this discrepancy

by computing the variance of the measurement resid-

ual values for each feature point, over a time window of

length L as follows,

σ2
k,p =

1

L

k∑
j=(k−L)

ỹ2j,p p = 1, . . . , P (11)

The computed variance values, σ2
k,p, will be used in the

estimation of the head yaw and pitch values by particle

filtering, as will be explained shortly.

The next stage of the proposed algorithm deals with

the estimation of the head yaw and pitch angles. To this

end, a set of N particles x
(n)
k ∼ p(xk), n = 1, . . . , N

is generated, where each particle denotes a hypothesis

of state xk = (αk, βk) with known probability density

function p(xk). The 3-dimensional rigid shape estimate

produced by the Kalman filter, ξ̂k, is then transformed

by a rotation matrix R
(n)
k according to every particle,

ξ̂
(n)

k = R
(n)
k ξ̂k (12)

and re-projected back inside the image space such that

each feature of interest p is assigned a set of candidate

coordinates, Ck(p) = {(c(n)k,p, d
(n)
k,p)} | n = 1, . . . , N . We

define P×1 vectors of distance measurements, D
(n)
k,p(α)

and D
(n)
k,p(β), for the yaw and pitch angles respectively

as follows,

D
(n)
k,p(α) =

∣∣∣uk,p − c(n)k,p

∣∣∣ D
(n)
k,p(β) =

∣∣∣vk,p − d(n)k,p

∣∣∣
p = 1, . . . , P

(13)

which permit the calculation of the horizontal and ver-

tical distances between the coordinates of the tracked

feature positions, uk,p, and the candidate coordinates

of the re-projected shape inside the image space, c
(n)
k,p,

according to each particle n. Based on these distances,

we define the likelihood model of the particle filter cor-

responding to the head yaw by a multivariate normal

distribution having mean, µ = 0, and covariance, Σk,

as follows,
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p(uk,p|1,...,P | x
(n)
k ) = Ae−

1
2 (D

(n)
k (α))T Σ−1

k (D
(n)
k (α))

A = (2π)−
P
2 |Σk|−

1
2

(14)

and similarly for the head pitch angles, where P denotes

the dimensionality of the measurement vector. The di-

agonal entries of the P×P covariance matrix, Σk, are

populated by variances, σ2
k,p | p = 1, . . . , P , computed

earlier according to Equation 11, assuming feature in-

dependence. Hence, feature points residing on non-rigid

surface regions and characterised by high variance con-

tribute less to the estimation of the head yaw and pitch

angles.

The likelihood model in (14) allows each particle to

be assigned a weight, w
(n)
k (α), according to the like-

lihood p(uk,p|1,...,P | x
(n)
k ) of representing the actual

measurement uk,p|1,...,P [4]. Since the distance measure-

ments in Equation 13 consider the horizontal and verti-

cal components of the feature positions separately, each

particle is assigned weights w
(n)
k (α) and w

(n)
k (β) denot-

ing the likelihood of representing the true head yaw

and pitch angles respectively. These weights are sub-

sequently normalised to sum to 1, such that the state,

xk = (αk, βk), is estimated as a weighted average of the

particle set for the yaw and pitch angles respectively. It

is worth noting that we base the process of weighting

the particles upon the shape information of the object

of interest rather than its photometric properties, in

order to reduce the susceptibility of the method to in-

tensity variations and repetitive skin texture.

3.3 Implementation Details

Following an overview of the proposed algorithm in Sec-

tions 3.1 and 3.2, the next sections describe the imple-

mentation details to extract the required information

from the image frames.

3.3.1 Face Region Detection

The first stage in the implementation of the method de-

tects the bounding box enclosing the face region such

that this constrains the initialisation of the salient fea-

tures to track, as explained in the next section. We

chose the Viola-Jones algorithm for rapid detection of

the face region given the real-time requirements of our

application. The Viola-Jones framework combines sev-

eral weak classifiers of increasing complexity into a cas-

cade structure, where each classifier is trained by a tech-

nique called boosting to search for specific image fea-

tures by classifying between positive and negative can-

didate image samples [36]. In our work, we employed the

trained cascade classifier available in MATLAB since

its detection capabilities were found to generalise well

across different subjects.

3.3.2 Initialisation and Tracking of Feature Points

In order to track the object of interest and hence gen-

erate the feature trajectories, several feature trackers

were latched upon salient facial features within the bound-

aries of the face region detected earlier. The chosen

feature points were randomly distributed over the sur-

face of interest and selected according to the method

proposed by Shi and Tomasi [30], who define the good

features to track as points characterised by a steep in-

tensity gradient along at least two directions within an

image window. Shi and Tomasi [30] consider a local

patch as a suitable feature to track if the smallest of

the two eigenvalues of the Hessian matrix exceeds a

pre-defined threshold. While several other methods for

corner detection exist [35], we are mainly interested in

the extraction of highly distinctive features that are

easily tracked without being erroneously matched to

one another, rather than computational efficiency since

feature detection is only carried out at the initialisation

stage of the proposed method. In this regard, the fea-

ture detector proposed by Shi and Tomasi [30] builds

on the Harris detector [17], which in a comparative

study of different interest point detectors was found to

produce the most distinctive features based on a mea-

sure of entropy [29]. The initialised salient features are

subsequently tracked between successive image frames

via the Kanade-Lucas-Tomasi (KLT) feature tracker,

which matches search windows between consecutive im-

age frames to identify correspondences based on a mea-

sure of similarity [31].

3.3.3 Initial State Estimate for the Kalman Filter

Computation of an initial state estimate, ξ0 = Ŝ, fol-

lows the factorisation theory of Tomasi and Kanade

[32], which recovers the 3-dimensional shape and mo-

tion information of a rigid body from several trajecto-

ries of salient feature points tracked across a sequence

of image frames. To this end, P salient feature points

are initially tracked through K time steps, where each

time step corresponds with the acquisition of a new im-

age frame. The coordinates, (uk,p, vk,p) | k = 1, . . . ,K

and p = 1, . . . , P , of the feature trajectories are sub-

sequently collected inside a measurement matrix W of

size 2K×P as follows,

W =

[
U

V

]
(15)
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According to the factorisation theory [32], in the ab-

sence of noise, matrix W is at most of rank three and

may be decomposed into motion and shape, denoted by

matrices M̂ and Ŝ respectively, as follows,

W = M̂Ŝ (16)

In the presence of noise matrix W is not of rank three

and this decomposition may instead be approximated

by singular value decomposition (SVD), which results

in unitary matrices U and V, and a diagonal matrix Λ,

W = UΛVT (17)

hence allowing the estimation of the motion and shape

matrices,

M̂ = UΛ
1
2 Ŝ = Λ

1
2 VT (18)

3.3.4 Particle Filter

Following the estimation of the 3-dimensional shape of

the surface of interest, the implemented particle filter

algorithm generates hypotheses of state xk = (αk, βk)

at every time step. To this end, we chose to implement

the Bootstrap filter [4] due to its simplicity in applying

the prior probability distribution, p(x
(n)
k | x(n)

k−1), as the

importance function, q(x
(n)
k | x

(n)
k−1, uk,p|1,...,P ), hence

simplifying the definition of the particle weights to,

w
(n)
k (α) = w

(n)
k−1(α)p(uk,p|1,...,P | x

(n)
k ) (19)

for the head yaw and similarly for the head pitch angles.

In order to avoid degeneration of the particle set, where

all but one of the particle weights are equal to zero, a

bootstrap re-sampling algorithm was implemented to

re-sample the particle set with replacement and hence

preserve the particles having the highest weights at ev-

ery time instance [4]. Furthermore, we approximate the

state evolution of the implemented particle filter by a

Gaussian random walk model that serves to propagate

the particles to the next time step. Hence, the state

evolution model may be defined by,

p(xk | xk−1) = N (µk, ς) (20)

whereN (.) denotes a Gaussian distribution having mean,

µk = xk−1, and constant standard deviation, ς.

Fig. 2 Sequences of image frames of a rotating cylinder ren-
dered with a checkerboard pattern were generated for evalua-
tion purposes, and 200 features were latched onto the corners
of the pattern during initialisation.

4 Experimental Results and Discussion

The proposed head pose estimation method has been

evaluated on synthetic data generated for testing pur-

poses and real recorded data of participants performing

various head rotations, both having the availability of

ground truth information. The experimental procedures

together with a discussion of the results are presented

in the following sections.

4.1 Evaluation on Synthetic Data

To evaluate the proposed method, we generated two se-

quences of image frames of a rotating cylinder rendered

with a checkerboard pattern. The generated sequences

consist of 100 image frames, during which the cylinder

rotates with constant angular velocity by an angle of

45◦ in yaw and 30◦ in pitch, in each sequence respec-

tively. The midsection of the cylinder surface deforms in

both horizontal and vertical directions between frames

50 and 86, and remains rigid in the other image frames.

During initialisation, 200 feature trackers were latched

onto the corners of the checkerboard pattern inside the

first image frame of each sequence, as shown in Figure

2, and subsequently tracked between successive image

frames by the KLT algorithm, as further explained in

Section 3.3.2. Around half of these feature trackers were

positioned on the deforming midsection of the cylinder

surface, and hence displaced in the horizontal and ver-

tical directions accordingly. The amplitude of the de-

formation in the horizontal and vertical directions was

defined as a percentage of the cylinder width, set to 600

pixels. The image sequences were run multiple times,

each time gradually increasing the deformation ampli-
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tude in steps of 10 percent over the range between 0 and

50 percent of the cylinder width in pixels. The perfor-

mance of the proposed method was also evaluated un-

der noisy conditions by gradually increasing the noise

variance in steps of 0.5 over the range between 0 and 2

at every run of each image sequence. The entire proce-

dure was repeated 10 times and the results averaged in

order to compensate for the random nature of the state

evolution model of the implemented particle filter.

A further evaluation of the proposed method aimed

to investigate the validity of assigning different variance

values according to the discrepancy between the actual

measurements and the Kalman filter predictions, which

we denote by Adaptive Feature Variance (AFV) for sim-

plicity. To this end, the aforementioned procedure was

repeated for a second implementation of the proposed

method where all feature points, including those resid-

ing on non-rigid surface regions, were assigned equiv-

alent variance values and hence contributed equally to

the estimation of the head yaw and pitch angles. This

implementation effectively bypasses the use of Kalman

filtering since it does not exploit the predictions gener-

ated by the Kalman filter to estimate the head rotation

angles. We denote the second implementation by Equal

Feature Variance (EFV). Figures 3 and 4 present the

resulting mean absolute error (MAE) and standard de-

viation (SD) values for the proposed AFV method with

respect to ground truth, in comparison with the results

obtained by the EFV implementation.

The results in Figures 3 and 4 reveal a reduction in

the calculated MAE and SD values for both the head

yaw and pitch angles, when the feature points were

assigned different variance values according to AFV

implementation of the proposed method, rather than

equivalent variance values. While increasing noise vari-

ance and surface deformation amplitudes may be ob-

served to produce higher MAE and SD values, the AFV

implementation of the proposed method, which charac-

terises the feature points by different variance measures,

is consistently noted to achieve lower estimation error.

As illustrated by Figure 5, feature points residing on

the deforming surface region of the cylinder, marked

in green in Figure 5(a), are characterised by variance

values that are considerably higher than those assigned

to feature points residing on rigid surface regions, as

shown in Figure 5(b). Hence, feature points residing on

rigid surface regions are allowed to contribute more to-

wards the estimation of the head yaw and pitch angles,

while the contribution of feature points that exhibit

higher variance is reduced.

Furthermore, a reduction in the calculated MAE

and SD values between the two implementations of the

proposed method may also be noted in absence of any

surface deformation, as denoted by the results in Fig-

ures 3 and 4 for a surface deformation amplitude equal

to 0 percent of the cylinder width. In the rigid case,

the observed estimation error is produced by an image

space discrepancy between the orthographic re-projections

of the feature points, following rotation of the 3-dimensional

rigid shape according to the particle hypotheses, and

the tracked feature positions that undergo perspective

distortion.

4.2 Evaluation on Real Data

The performance of the proposed head pose estimation

method was also evaluated on a selection of video clips

from the Head Pose and Eye Gaze (HPEG) Dataset [5]

and the EYEDIAP Database [14], owing to the avail-

ability of various head yaw and pitch rotations, and

corresponding ground truth information. The HPEG

Dataset aggregates webcam recordings of 10 different

participants into two separate sets, the first of which

was recorded while the participants performed free head

rotations in different directions, while the second set of

recordings was more focused on changes in gaze direc-

tion according to a protocol of head and eyeball ro-

tations. Hence, we opted to evaluate our method on

webcam videos selected from the first set of recordings

given their relevance to our work. Each video in the set

has been captured at 30 frames per second and spatial

resolution of 640×480 pixels, and lasts for 10 seconds.

The ground truth information has been extracted from

the relative positioning of three green light emitting

diodes mounted on the head and tracked across all im-

age frames.

The EYEDIAP Database was intended for the eval-

uation of algorithms under variations of head pose and

ambient conditions, and appearance variations across

different users. The Database aggregates video record-

ings of 16 different participants while these perform free

head rotations and facial movement or hold a station-

ary and frontal head pose facing towards the screen.

Several video recordings for each participant were cap-

tured by the integrated depth and visual cameras in-

side a Microsoft Kinect device, and a high-definition

camera positioned close to the Kinect sensor. In order

to permit a closer comparison between the results ob-

tained from the chosen datasets, we chose to evaluate

our method on a selection of videos captured by the vi-

sual Kinect camera at 30 frames per second and spatial

resolution of 640×480 pixels in which the participants

perform free head rotations. The ground truth infor-

mation for the EYEDIAP Database was extracted by

fitting a 3-dimensional face model to the depth informa-
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(a) σ2 = 0 (b) σ2 = 0.5

(c) σ2 = 1 (d) σ2 = 1.5

(e) σ2 = 2

Fig. 3 Mean absolute error (MAE) and standard deviation (SD) of the head yaw angles with respect to ground truth, for
AFV (red) and EFV (blue) implementations of the proposed method. The results have been estimated for increasing surface
deformation amplitudes and noise variance, σ2.

tion of each participant and tracking this model across

all image frames.

Similar to the evaluation procedure on synthetic

data in Section 4.1, we compare the results obtained

by an AFV implementation of the proposed method to

those obtained through an EFV implementation, where

all feature points are assigned equivalent variance val-

ues and hence contribute equally to the estimation of

the head yaw and pitch angles. The results obtained by

the AFV and EFV implementations are further com-

pared to those obtained by the use of sequential fac-

torisation theory [23] alone, in absence of Kalman and

particle filtering for head pose estimation. While the

video clips in the HPEG Dataset do not exhibit non-

rigid face movement, our aim is to compare the per-

formance of our implementations in the presence of

tracking inaccuracies. The selected video clips from the

EYEDIAP Database, on the other hand, exhibit non-

rigid face movement as the participants speak with the

experimenter during recording. The implemented AFV
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(a) σ2 = 0 (b) σ2 = 0.5

(c) σ2 = 1 (d) σ2 = 1.5

(e) σ2 = 2

Fig. 4 Mean absolute error (MAE) and standard deviation (SD) of the head pitch angles with respect to ground truth, for
AFV (red) and EFV (blue) implementations of the proposed method. The results have been estimated for increasing surface
deformation amplitudes and noise variance, σ2.

and EFV methods were run for 10 consecutive times on

every video clip and the results averaged to compensate

for the random nature of the state evolution model of

the implemented particle filter. Table 1 presents the re-

sulting MAE and SD values of the head yaw and pitch

estimates.

The results presented in Table 1 reveal a reduction

in the calculated MAE and SD values when the head

yaw and pitch angles were estimated by an AFV im-

plementation of the proposed method, which assigns

different variance measures to the feature points, in

agreement with the results obtained in Section 4.1 on

synthetic data. These results further indicate the valid-

ity of the proposed method in reducing the contribu-

tion of feature points characterised by high variance in

favour of more reliable feature points that exhibit lower

discrepancy between the actual measurements and the

Kalman filter predictions. Similar to the results in Sec-

tion 4.1, Figures 6(b) and 6(d) illustrate the computed

variance measures corresponding to a set of feature
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(a) (b)

Fig. 5 Feature points residing on the deforming surface region of the cylinder (a)(green) are characterised by variance values
(b)(green) that are significantly higher than those assigned to feature points residing on rigid surface regions (b)(red).

Table 1 Mean absolute error (MAE) and standard deviation (SD) of the head yaw and pitch angles for different subjects in
the HPEG and EYEDIAP datasets, estimated by AFV and EFV implementations of the proposed method in comparison with
the results obtained by sequential factorisation theory alone.

HPEG Dataset
Adaptive Feature Variance Equal Feature Variance Sequential Factorisation

(AFV) (EFV)
Subject Yaw Pitch Yaw Pitch Yaw Pitch
Number (MAE(◦), SD(◦)) (MAE(◦), SD(◦)) (MAE(◦), SD(◦))

1 (3.16, 3.92) (2.39, 3.00) (3.30, 3.92) (2.50, 3.09) (5.07, 3.71) (7.26, 8.57)
4 (4.98, 4.67) (3.06, 2.54) (5.48, 6.34) (6.48, 5.95) (11.86, 13.93) (3.91, 3.31)
5 (1.58, 1.75) (3.31, 4.74) (2.21, 1.60) (3.32, 4.71) (17.17, 16.73) (4.11, 4.26)
6 (3.52, 3.94) (3.53, 3.67) (3.78, 3.92) (3.68, 3.76) (5.40, 5.93) (6.36, 5.58)
7 (2.04, 3.05) (3.61, 3.59) (2.04, 2.60) (3.96, 4.01) (16.71, 16.45) (3.28, 3.10)
8 (3.94, 4.92) (4.83, 5.76) (3.99, 4.84) (5.53, 6.26) (12.13, 12.21) (17.69, 14.32)
9 (2.08, 1.52) (0.63, 0.72) (2.28, 1.72) (0.77, 0.87) (8.39, 9.20) (0.94, 0.98)

Mean (3.04, 3.40) (3.05, 3.43) (3.30, 3.56) (3.75, 4.09) (10.96, 11.17) (6.22, 5.73)
EYEDIAP Database

Subject Yaw Pitch Yaw Pitch Yaw Pitch
Number (MAE(◦), SD(◦)) (MAE(◦), SD(◦)) (MAE(◦), SD(◦))

1 (1.86, 2.27) (3.69, 2.73) (1.94, 2.44) (4.38, 1.90) (9.45, 8.85) (7.31, 8.91)
4 (1.27, 1.40) (1.26, 1.58) (1.34, 1.59) (1.27, 1.69) (4.40, 3.45) (4.26, 5.06)
8 (1.93, 2.02) (0.95, 1.08) (1.98, 2.15) (1.25, 1.50) (7.16, 8.72) (6.31, 5.93)
10 (2.89, 2.95) (1.17, 1.32) (3.04, 2.98) (0.92, 1.26) (3.76, 4.47) (3.87, 4.55)
15 (2.38, 3.14) (1.56, 0.95) (2.55, 3.29) (1.58, 1.02) (3.73, 3.53) (2.65, 3.15)

Mean (2.07, 2.36) (1.73, 1.53) (2.17, 2.49) (1.88, 1.47) (5.70, 5.80) (4.88, 5.52)

Overall Mean (2.56, 2.88) (2.39, 2.48) (2.74, 3.03) (2.82, 2.78) (8.33, 8.49) (5.55, 5.63)

trackers latched onto salient face features, as shown in

Figures 6(a) and 6(c). In real data we are subject to

the extent of distortion that the participants present

due to head rotation and non-rigid face movement, as

well as other factors such as drifting of feature track-

ers. It may be observed that several of the feature points

that exhibit the highest variance values in Figures 6(b)

and 6(d) are latched onto surface regions which are ei-

ther characterised by repetitive skin texture or reside

near surface edges that tend to suffer significant image

distortion and self-occlusion during out-of-plane head

rotations, as in Figure 6(a), or undergo non-rigid move-

ment of the lips and cheek as the participant speaks dur-

ing recording, as in Figure 6(c). In this regard, the pro-

posed AFV method reduces the effect of any tracking

inaccuracies and surface non-rigidity permitting better

head pose estimation accuracy.

Table 1 further presents the results obtained by the

use of sequential factorisation theory [23] alone for the

estimation of the head rotation angles. As previously

described in Section 3.2, the sequential factorisation

theory of Morita and Kanade [23], for the recovery of

shape and motion information, operates under the as-

sumption that the object of interest is rigid. Hence, fea-
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(a) (b)

(c) (d)

Fig. 6 Tracked feature points residing on surface regions characterised by repetitive skin texture or near surface edges
(a)(green) or undergoing non-rigid movement (c)(green) were observed to exhibit the highest variance values (b, d)(green).

ture trackers that exhibit non-rigid movement or slow

drift populate the measurement matrix, W, with out-

liers, which contribute towards inaccuracies in the head
rotation angles recovered by factorisation. This may be

observed from the results presented in Table 1, which

reveal a notable increase in the MAE and SD values

for the head yaw and pitch angles estimated by the

sequential factorisation algorithm in comparison to our

method, further indicating the validity of handling non-

rigid face movement and feature tracking inaccuracies.

5 Comparison with the State-of-the-Art

In order to put the results achieved by the proposed

method into context, Table 2 lists and compares sev-

eral state-of-the-art methods that report the achieved

head pose estimation error [12, 19, 28, 34, 38]. Relevant

feature-based methods that estimate the head rotation

angles by model-based [19,28,34,38] or model-free [12]

techniques, under rigid [12, 19, 28] or non-rigid [34, 38]

conditions have been chosen for comparison. Table 2

presents a comparison of head pose estimation results,

specifying whether the considered methods handle non-

rigid face movements and the dataset used for evalua-

tion purposes. In this regard, the datasets in use were

the BU dataset [1] and the HPEG dataset [5], both of

which comprise free head rotations in different direc-

tions with minimal face movement, while ground truth

information was recorded by a head-mounted magnetic

sensor [1] or extracted from the trajectories of three

head-mounted light emitting diodes [5].

The results in Table 2 reveal that our method achieves

head pose estimation performance that is comparable

to the methods of [19, 38], or better than the results

achieved by our previous work in [12] and the results

reported by relevant state-of-the-art methods in [28,34].

It is worth noting that our method achieves this perfor-

mance without necessitating the identification of spe-

cific facial features that serve as landmarks for model-

fitting unlike the methods of [19, 28, 34, 38], and is ca-

pable of handling non-rigid surface deformations in ab-

sence of a training phase prior to head pose estima-

tion [38]. These characteristics, therefore, allow for a

method that permits the application of head pose es-
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Table 2 Comparison of the mean absolute error (MAE) and standard deviation (SD) results obtained by an AFV implemen-
tation of the proposed method with results reported by relevant state-of-the-art methods for head pose estimation.

Method
Handling of

Non-Rigid Face
Movement

Yaw Pitch Dataset

(MAE/◦, SD/◦) (MAE/◦, SD/◦)
Proposed method Yes (3.04, 3.40) (3.05, 3.43) HPEG Dataset [5]

[34] Yes (5.4, 2.2) (3.9, 1.7) BU Dataset [1]
[38] Yes 3.75 2.69 BU Dataset [1]
[12] No (4.25, 3.04) (3.83, 2.72) HPEG Dataset [5]
[19] No 3.06 3.35 BU Dataset [1]
[28] No 5.27 3.91 BU Dataset [1]

timation under less constrained conditions, such as for

eye-gaze tracking in the presence of facial expression

changes, without deterioration of the head pose esti-

mation accuracy.

6 Conclusion

In this paper, we have proposed a model-free head pose

estimation method that is capable of handling non-rigid

face movement in the process of estimating the head

rotation angles. The estimation of head pose by the

proposed method is based on the trajectories of salient

feature points distributed randomly over the face region

rather than specific facial features that fit the land-

marks of typical face models. In the absence of specific

landmarks and the occurrence of non-rigid surface de-

formations, we proposed the application of factorisa-

tion theory in combination with Kalman and particle

filtering to the problem of head pose estimation. This

allowed us to obtain a notion of the difference between

the recovered 3-dimensional shape information via fac-

torisation and rigid shape estimates produced by the

Kalman filter, in order to determine the contribution

of each feature point to the estimation of head pose by

particle filtering.

The proposed method has been evaluated on syn-

thetically generated image sequences of a rotating and

deforming cylinder rendered with a checkerboard pat-

tern, and a selection of video clips from the HPEG

Dataset [5] and the EYEDIAP Database [14] featur-

ing participants performing free head yaw and pitch

rotations in different directions. Furthermore, two im-

plementations of the proposed method were considered,

the first of which determines the contribution of each

feature point according to the computation of a vari-

ance measure, while the second implementation allows

all feature points to contribute equally. The experimen-

tal results on both synthetic and real data revealed a

reduction in head pose estimation error when the con-

tribution of each feature point was determined by the

corresponding variance. It has been observed that fea-

ture points susceptible to tracking inaccuracies due to

their proximity to surface edges or repetitive skin tex-

ture, or residing on deforming surface regions, are typ-

ically characterised by high variance and hence con-

tribute less to the estimation of the head yaw and pitch

angles.

A comparison with relevant state-of-the-art meth-

ods revealed comparable or better head pose estimation

performance, without necessitating the identification of

specific facial landmarks for model-fitting or a prelimi-

nary training phase to capture the deformation modes

of the facial shape.

Future work aims to focus upon increasing the esti-

mated degrees-of-freedom of the head movement, such

as translational movement which has not been consid-

ered in this work.
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